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ABSTRACT

Deep reinforcement learning has made a series of breakthroughs in recent years, in-
cluding the fields of Atari game!'l, Go?!, protein structure prediction!®), and strategy

[4] enhancing the demand and confidence of the industry for deep reinforce-

game Dota2
ment learning. However, the current frameworks of existing deep reinforcement learning
platforms are not well-positioned to meet this growing demand, both in academic research
areas and industrial applications. The existing frameworks generally suffer from short-
comings such as lack of flexible and customizable interfaces, complex and complicated
code nesting relationships, slow training speed, and lack of unit tests. As a result, re-
searchers often need to drastically change the framework structure, or write programs of
deep reinforcement learning algorithms from scratch to meet their needs, hindering the
further use of reinforcement learning technologies. Thus, it is critical to build a reinforce-
ment learning platform that is flexible, customizable, simple to code, fast to train, and
reliably tested.

In response to the above questions, this project builds a deep reinforcement learning
platform Tianshou based on PyTorch!. With only 2000 lines of code, Tianshou suc-
cinctly implements many mainstream reinforcement learning algorithms and their main
improvements based on policy gradient, Q-learning, combining Q-learning and policy
gradient, imitation learning, etc. It supports Partially Observable Markov Decision Pro-
cess (POMDP) training and data processing any kinds of simulation scenarios, fully mod-
ularizes various reinforcement learning algorithms, and wins in the performance compar-
ison evaluation with other reinforcement learning platforms with significant advantages.
Tianshou aims to provide users with a more user-friendly platform for reinforcement learn-
ing algorithms and reduce development costs. The platform code is currently open-source
on GitHub: https://github.com/thu-ml/tianshou/ and has garnered over 1,500 stars, gain-

ing a lot of attention from both academia and industry.

Keywords: Reinforcement Learning; Algorithm; Platform; PyTorch

II


https://github.com/thu-ml/tianshou/

B L B Bl L 1
L1 R A S T i e 1
1.2 WRESRAE A HEZEHUIR 1
12,1 BRI 2T AT e 1
122 BRI S AR 2
13 TR G B SCEE M 4
13l o Ta R 4
13,2 B R L 5

B2E FAIEIT SR oo 6
2.1 RBESRALAE TR 6
201 TUE S oo 6
2,12 BBEIRIFILLIR oo 8
213 BRI 2 S 2 8
22 PSR ) i A R B P SRR L 9
2.3 R I 10
230 HHEAL (Batch) ..o 10
232 FHRZEMIX (Buffer) ....oooiiiiiii e 11
233 FRIE (BNV) oo 11
234 FRME (POLICY) ovniteiieee et 11
2.3.5 BEAL (ModeD) ooiiveei i 12
2.3.6  SREESE (COIIECOT) oo 12
237 WNZEZE (TIANCT) oot 13
2.3.8 BRI ST MRS oo 13
2.4 S EANE SR 13
241 IR 13
2.4, R 15
243 G L 15

I



25 N 17
FI3E FEIEHMNREBUEIEL 18
3.0 BT SRMEA FE MR FE IR 25 S BT 18
301 FEEEBEEE (PG oo 18
312 MRAGETM (A2C) (oo 19
313 ITERRBEAGAL (PPO) oo 20
304 T XMBEREAE TS (GAE) oo 20
3.2 BT Q UMERREMIREE AL S BHIE 21
32,1 VREE Q BIZE (DOQND ottt 21
322 AMBIEEIE Q 2] (DDQND oot 22
323 MAERAEKFIL (PER) oot 23
3.3 Lt Q UMERRE S SIS BE BE R smA 2 S B0 L 23
33.1 IREHIEPESRIEELE (DDPG) oo 23
332 WAEIRVRFEHIETERMEREE (TD3) oo, 24
333 REIEVEUT (SAC) oo 24
3.4 FRA AU R B R R FGE RIS, 25
3.5 BT D o 25
36 N 26
BAT FAIEETEM 27
A1 B U I 27
A2 T 27
Al B L 27
422 FHA TR R 29
423 BHE 29
424 RIBEIESEHMLINGIREL 30
42,5 SRR 31
42.6 B GRS BT 31
43 UM REI 31
43.1  BEEEAS R B A sl 7 S BRI L 32
432 EEEFEE MBS SRR 33

v



A NG 34

BEE FAMEATED oo, 35
51 SEf]—: 1E CartPole-v0 IAEEHIZAIT DQN Sk oo 35
5.2 SEBI T AR IEE UL o, 38
53 S =: BT ILER oo 39

B B B 41

LR T 42

R R T e 43

AT R T 44

B STRR .o, 45

B 49

BT BB 50

MR A ANCERBIBEEIE 51

BIR B OB R IR IR .. 66

EFHESINRBAITTIRR oo, 68



RL
MFRL
MBRL
MARL
MetaRL
IL
On-policy
Oft-policy
MDP
POMDP

Agent
x, Policy
Actor

Critic

s € S, State

0 € O, Observation
a € A, Action

r € R, Reward

d € {0,1}, Done

St 04, G4, T4, d;

Pa

ss’

eP

Ra

N

G,, Return
n(als)

7(s)

FEFSHERE

4k 2% >] (Reinforcement Learning)

G Ak 2% 2] (Model-free Reinforcement Learning)

FL AT ) 554k 2% 3] (Model-based Reinforcement Learning)
Z R Rem b % >) (Multi-agent Reinforcement Learning)
gt~ 2] (Meta Reinforcement Learning)

Fi{}j 2% > (Imitation Learning)

[Fi) SR s

T R

Ly IR B Yk il 72 (Markov Decision Process)

HR A AW sR B R P S I FE (Partially Observable Markov De-
cision Process)

BRIk

Mg

e (2%, XRRVESIE (R4%)

RO (2

N

WA, RS #B2r, 0 Cs
2k
Bl

ZIRATT, 0 RRREH, 1 RIREGIR

FE—NPUBHIZ] e (RS WIS BhPE. RIDAEE A AT
ESNIRG s RIEE @ )5, W3NG & IUBE%: PO, =
P{si41 =5"Is;, = 5,0, = a}

FEMHPIRES s RIGEIME o Z A PreeaRfS R il RY =
Elr|s, = s,a, = a]

PR, AR AR AR R AN & R — DM,y € [0, 1]
ZHHHIER, G, = 32,7,

BEALYE SRS, RasSRBUIRZS s ZJa REEI1E a A

e PESNS, RIS s ZJF R E

VI



V(s)

V=(s)
O(s,a)

Q7 (s, a)

A(s,a)

Batch

Buffer

Replay Buffer
RNN

IRAME R EL (State-Value Function) , FK/IRZES s XN 13 EE &
vl

A FH SN o et N IRPIRES BRI EL, V7 (s) = EL[G,|s, = s]
EEME R EL (Action-Value Function), F£/RA s N RIEIE a
RS INA R LE R = TN K

{5 FH SN 7o FIosS N EhVE{E B3 Q7 (s, a) = B, [Gls, = s,a, =
al

PRI A(s,a) = O(s,a) = V (s)

AE A

HAm gz i X

&R

I 4% (Recurrent Neural Network)

VII



£18 5l

1.1 REBUFEIARER

£ 2012 4 AlexNet!® 2575 ImageNet 15/ KL 4 2 5, VR EEANLE M 2%
W T 2400, H AR AR EE TS IF BAE— RAIAT S5, RS 2
RHER RIS B 2 I T Nk RIBIR R LA Y Rl 2 ik, dn KR
I By e 45 4k e O 2o Al 1A ) SR P Ao 22 X 8 LA vt S P03 ARRS %

SRALAE ST RE A OB H A FLrTE IR 20 thed, AR g LN AT Lt
90 FEACE A LM BRI FT, Heln 1992 F5m Ak 2 > ST 7 NS00 v X i
B M BB A ) SR 2 A8 P ZR PR R R B0 sk pa B, O L5 2270
FePEIN A a8 SCIFIHFAE, DRI SERR RN LR, 2013 T2 )5, 456 T IR
TR, R SR 2 2] A IR P e W 4 HEAT BRI &, R T LK i
77, oA DQNUM Br Atari Ji xR 107K T IA BN ZEKHE. AlphaGol?! 5 A TR [
BLE T AR BLATH% . OpenAl Five 78 Dota2 5v5 i ik bt 28 b o g N 2K 7d %
FBASE, JoiR A 2E AR I 2 Tl SR X — WU R I T BOR DR, IR B st 27
SJUNA AP SRR ALY, SR AR LR I B35 SAiss )
RN LR M T3 775 e SR 15 s o A 19

1.2 REBLESFEEEZRIK
121 DAEREBUEIFEEEN

R EEsRAL 2 > S5 T HH S SO BN & I F R RS R TRV LA
W BARTE A BEAUS AT ERE R A, IR BRI A B A T R S M
s ) EE T A S ST LS —, N MK TP E M mE M. R
— S I H i i H R A ) AR HESY, (R IR A AR, RIS Rk
o7 ) AU AT S B AT AT T ZE kG — MR 8 s 5 2 SR B R R 2 )
Ko

LA TR 32 VR BE Ak 2 2] 7 & 445 OpenAl ) Baselines!'?!. Spin-
ningUp 30, AT s R K 27 9 T 540 A1 X Ak 2% 2 HE 2 RLLib U4 rlpyt ST rikit (16
Garage!'"), 253 22 ] ) Dopamine!'8), B-suite!!”!, LL& H Al ST IT % ()24 Stable-



» OpenAI &

U Spinning Up

M1 HArsoh B s ) Hk T 6

Baselines?"), keras-rl!?!], PyTorch-DRL[??l, TensorForce!?3l, L1 R THTE
TR I FE G IFRE, K 11 F128 T 8 MHESE I HEALE B

JLT A AL 2 2] F- 45 #FLL OpenAT Gym P B s LI APT AE 2 BE 1A 53R
SR TAC B AR UERE 1D, L TensorFlow ) 15 b JE iR 2 SIHERL P A R 2, %
Fr/b 4 B s Al 2 S 50E . K1 6 SCREXFINZR IR SR 34T A 2 UG .

PyTorch!®! J&: Facebook 2wl fk H ) — K PSR E 24 S HER, iy T4 FI v %
FURSE PERTAE DR R, 52 BIBORG 2 22 AR FURT TV AF 88 I bk, KAl
TensorFlow HEAZ ()% SR Al H] PyTorch 9 5 IR FE iR Ab 2 SIHESE ), BbriR %
oA PyTorch-DRLI?21 (2400+ 2 #5), FHLIFERIERERE A K TensorFlow 54k 2% 2] 41X
I FEHESE . ASSORAE /N 20 BT HL AL

122 MBEREBUFEIFERE

% 1.1 & GitHub ZE 48 H RS, W aimEse, 2isisih, o
FRERE AR BT . B CINRR f5 5 B4 I TR X B2 i, S6f EE T AT B R B v Ak
IR GRS . XL S HELAE AR TR YERE ek 2 ol /DA — R, [
IS THPARLES o H ARSI — S iR a) {5, 0 s
o PP AE: Ll OpenAl Baselines AU, WEEANGRAL 5 2 535 B
SR AR, AR EIAAS Z  SE . F P AEAE AR SGARRS I, A 20038
—AE RS, R TR IR .

o SEPE M R: LA Dopamine 1 SpinningUp 41%3%, Dopamine HEZL H
CFF DQN BEME, FHEASCRERMEHA AL SpinningUp H SCHE SRS Bh FE ST



F 11 FEERALE SRS M, R GitHub 2R BN, #1E 2020/05/12

FEAR B JEimhESR gl SO AR Fooiiil BRERr

Ray/RLIib[" 11460 TF/PyTorch v B4 10/24065 Vv 2020.5
Baselines!'?! 9764 TF X T 2673/10411 Vv 2020.1
Dopamine!'¥! 8845 TF1 v E4& 180/2519 v 2019.12
SpinningUp!"*! 4630  TF1/PyTorch X AT 1656 /3724 X 2019.11
keras-r1?!! 4612 Keras v R4 52272346 Vv 2019.11
Tensorforce®! 2669 TF v A&l 3834713609 Vv 2020.5
PyTorch- 2424 PyTorch Vv T 214474307 v 2020.2
DRL[??!

Stable- 2054 TFI1 X 4x1f 2891/ 10989 Vv 2020.5
Baselines %!

KAz 1529  PyTorch Vo A& 0/2141 Vv 2020.5
rlpyt[1°] 1448  PyTorch Vo A 1191/14493 X 2020.4
rlkit!e] 1172 PyTorch v Ae 27577824 X 2020.3
B-suite!!’] 975 TF2 X Jo 220/5353 X 2020.5
Garage!'”! 709 TF1/PyTorch /A4  5/17820 Vv 2020.5

¥E: TF 4 TensorFlow 45, HL&MRA v1 Fl v2;
TF1 4 TensorFlow v1 A% S, ALEGIRA v2;
TF2 4 TensorFlow v2 JRAEFRE, DMLHIRAE vl;
ARIE T — 2 B A% 4 “PEPS ARFFEMYEAL / T H Python SCAHATHL.

ARSI Q 2 21— RANE I . WA AP G B SRR I Al 2% S JR A4
i

RIGSEMB IR R LA RLIb AR, AMEZEERRE, M AdET
IR

SORYATERE: SEAE I SO N B BRI AR RS, - s T A —,
PRTEREAH T, T G HEZE G

SFEEREAE: s ) BEIEAG ML, R AR T S 1 e R 2
R B BAAR R M . {7588 LA OpenAl Baselines AU, %76 L4 L
FEIFATHEERAE, T2 s 250 %

R TEEE BT G ORIE T AR IR E R VAN &5 ST I, (R L
P 6 U T DhRe RS UE, TS AT SE AR I I 2R AR B E

B REHISCREA L V2 AR ) AU 708 AR s Ak 27 > kA
Yo E O P I, DR BT A B R B JEAN— 52 i OpenAl Gym [ CL48 5z


https://github.com/ray-project/ray/tree/master/rllib
https://github.com/openai/baselines
https://github.com/google/dopamine
https://github.com/openai/spinningup
https://github.com/keras-rl/keras-rl
https://github.com/tensorforce/tensorforce
https://github.com/p-christ/Deep-Reinforcement-Learning-Algorithms-with-PyTorch
https://github.com/p-christ/Deep-Reinforcement-Learning-Algorithms-with-PyTorch
https://github.com/hill-a/stable-baselines
https://github.com/hill-a/stable-baselines
https://github.com/thu-ml/tianshou/
https://github.com/astooke/rlpyt
https://github.com/vitchyr/rlkit
https://github.com/deepmind/bsuite
https://github.com/rlworkgroup/garage

TP, XSRS HESE SR 2 MR, LL U HTUBUT 75 1 22 45
AUEL, U rlpyt A, %P SRS TE S, W R AT AR Atari 3T,
WG IR B A B HE A
AR, 55— AMEAS TS I 1R EUE: Py Torch v BE sl 5% S HE AL 15 BRE B AN 4 Ten-
sorFlow #EX K], A/DAH] PyTorch [R5 1 1 2 5 B 7 1) 5 Ak 2% 5 SRRk
HOF K, HIRSCHUEL TensorFlow fijFAR 2, (HEIERATEE X EAR L. Bk ffidk
AL N 1.1 TPl a] UG H PL PyTorch-DRL AR 135 T PyTorch BV B oAt
PG, ORISR RS TTEA RO TF5EE, IReUE el m ., Bt
Z A FERERICIN, IX L ) — e R ERHAG X S P R .

1.3 ERTSEXEH
131 EEx#

NAB [ OpenAI Gym } [ BFEENXIZS }
( REmENES wrRL o A )
~ BIRE | I zmen "
§7£E e PG / A2C / PPO E"] gi{‘t%—";’ E{H?—g
. DONE%NR BUES) MARL IL
« DDPG / TD3 / SAC MBRL
I\ J J
emgm | A } { BURE X } { ReEs } (3T RE |
= Batch Buffer Collector Vector Env
\ J
FEIRIESR ‘ PyTorch

1.2 RET 6 B AER

AR T “R¥Z”, —AIET PyTorch VR sRAL: I H PG B 1.2 ik
TV 6 W EMAREEN . RFZ V-5 LA PyTorch VE IR FE 2 2] JG umfESE, 45> ok 2
AFE MUY AL, R E A%t T EIEA (Batch) . AR IX (Buffer) .
KA (Collector) —ANFEAMILL, SZHL T 40T REIEL I-AT 8 H. 5 KA DI fE,
BALJA SR8 2R Ry ) Bk, il 2] (MFRL) H)— &7



Bk B 5k (L) 4, AT REE LA ST 5 (8 A% F AN 7] S0 K DA AN [+
Yyt

KRB QUFT OB v, b se Bl 15 Fomfl 22 > 5%, SCRF TR
FMEFERI TR AEHRIIPERESC IR VFI T, RIRAEARZ S22 2P B L5
PiRh 2 ARG T a2 ST XAV NI ORIE S, AE GitHub _EITIE AR R A
A, Ehsguliid 74T PyTorch (¥ 5)—AN3 4 56 % 27 & rlpyt!l

1.3.2 X%

& PRI AR 2 R PR«

2% IR T ORIV B TSI, Resntb s X SN A B Rk, b
FEBCHILATEL 2y, BRI AR 4 6 I AR 5

93 E: IR TRECY & H PSR A SR i S Bk, AN
TRIEEA JRU B AR AL RS T 6 B S

94 W TREFEEE TEANZELRE B a IS AL, 1
FE T RE )2 AN e 2 T (R

o505 B HIESH A TRECT G MM R IR, AESeE Rehs it b 11
& 4 DR R i

96 B MR R AT R G, IR RS TR



£28 FHERITSSEH

AT A QIR L s AL 2] (A% L R OB AL, Bl R 41 5 1
PRIEHE . BB MU BLA Y, d i () 2258 BT & AN B SCHS

2.1 RERE S @A

S 5 S TR AN [T 2 > Qs 0 I 2 3 e s eI M B 2 > ) e 4%
FE AN x, R FE 2 SR R SR A AN R (S -

o WEEE): B B ys

o CRESAS Rt x BWEERI 2, WSREE. WAL, BRgE. AR E AR

faray
=35

o AAE ) AR a (AR RENE BRI EE 2 ib
S5 S SRR AR AN E A B, Gl SIS, R B 5
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 po RHIIREHIME AT, Y cgpo(s) = 1o
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FEFE LS 50, B B AR TGV SR B AN ABE HPIRAS S Eean b v L BRARFSEAN 58 A
SRS ZR 85, I AR BEAN S A2 4 5 20 nl A 5 JR R R P ki 7 (Partially Observable
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2.1.2 ZEEERRVLARK

— AR REAR B SRS R 2L (Policy Function). M{E E&%X (Value Function) 1
RS (Environment Model) — AN 2H il o
KRR B AR T PR BOIRAS, Syt SRR s . SN R 25000 i e
P SR e 0 BEATLE SR R A
Tff o P SRS PR AU T AT AP IE L (1) a, = my(s,), BHEREBINMEME; (2
a, = argmax, mg(als,), VHANTEARZS s, T PTA AT BE R SR I I ik Ui et ) B 4
BEATL A S R £ T 23 B T3 MRS 7y (als,), AIXASREAR 3 A
KEEHIEE a,. F B0 H T3 8Eh 12 200 534 (Categorical Distri-
bution). HTIELBAE 0] X6 = 07704 (Diagonal Gaussian Distribution) .
PrER S : DR ECE R BRAAR A RDIRA . B RS-V AT DAL ) 2R
#, FEAH=MEA:
1. IRS{E 2L (State-Value Function) V(s): RZ s XNV HAEE ZvH4r 404Kk,
V(s) = E,[G,|s, = s];
2. ZIE(E A EL (Action-Value Function) O(s,a): IRZS s 1 RISAE a 1Bz
M 2R, O(s, @) = ELIG,|s, = s, a, = a]
3. L4 (Advantage Function) A(s,a): ARAS s T REEME a WER T,
R OLELf 2/, A(s,a) = O(s,a) = V(s)o
IR, B REARIE AT DU P58 (RIR AR 7% R BB T 8T, LU Qs Y e
F 1 SxA— SHATHIEHR maxy, P, (AT, B 03 iR L RS (170 A
AT
213 MBREBUEIEZESH
SR K 2 5 B Al B A N IR AT AR K4y, R4 D S B A iR A 2 )
(Model-free Reinforcement Learning, MFRL) 5 3&F iR {5540 2% 2] (Model-based
Reinforcement Learning, MBRL) Pi_KIS; IAMAA Z 4 5efA%% > (Multi-agent Re-
inforcement Learning, MARL). JCi#ft%>] (Meta Reinforcement Learning). 524
2] (Imitation Learning, IL) iXJLANKIE. I GRS E: 3] F 5 3 B 50 Gt
Ry S B
GBI ni Ak, 27 ) S RS 1) 2 S REPEREATIX 3, W] 43k [R) S 2 ) (On-
policy Learning) Fl15 5l 2% >] (Off-policy Learning). [F) JH& 2%~ 3] g T 5 AL
FRAE ORI SIS BRI FE RN ZRoing, NZRoe ez e I3 1 5 R 5% ) 354
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1 Bl ge st X (Buffer): JCRFE[FISIGSE >, b fems g 2] Uik, W 20
R PR AT T B AT e AR . e DQNIY SvEseBih, &
L F gz P IX. (Replay Buffer) HEATAH R (80 b 21, - DRI sbbox Hicdh A7k
I SEBELE Y 5 R JE ANl B — 0

Rt , W LUK R SEms 27 2] S35 L 5 SR 25 ) SR IV A Ak H Bcdl 2 ot
X (Buffer) BTG —: SSRGS R 8 b DX Bdla B CRFE L — 0
111 (72 SHEMS 2 > SR T LA i ORI S DX b P A it R AR R IR

2. g (Policy): SRMSIER REMRPRIINIRZ L ET Sy, R AR

my (05, hy) = (ag, hyyys py) (2-3)

Forp by 72 o IS Z0 S0 Bl 2R A 188 TR A2 B 2% (Recurrent Neural
Network, RNND Il Zk; p, & ¢ I 20 SEm& K i Il 4E,  BAAR Je 2RI Rt A
H .
WEAPAN [ S AE I 5 1) I BT i R BB AR AN, B EvH 5 n 20 ]
) I 75 2 KR G X PP SR A S FE S n MBS S AT, DRIGSR
W it BT — A [ VA 22 b X BEA T A L% 1 o
Femg IS SRR (Model), AUFRRARARAL, AL 28 SEIE A . ALY
o BAIRE B SRR HEATAC B, T AN NI AR 3 AH RS

3. REdE (Collector): KA E X T HIE HIEL (Env) A H M. SRISAE
B A T B rh s A e s, R SS AT A IR A
TR ARG P Db s AE I SR S R Ik H R s AESCHE 22 1 DX PP R L s
JFE AT B4 .
TEZ BRI 0L T, RS W LU 245608 2 (A [AS B, FF9r i 2
ANTR] PR ES A 22 ph DX

4. MZA% (Trainer): Zrds 2 VG BZMELE, @ LT EMNZGERE, 5XK
LR AR SRS R 52 2 R BCHEATAC T, A5 [F) SRS 2 ) L S SR 22 >0 P AR 1| A



o

2.2 RPESEA A X AR R B b

2.2 B ERMAGA T RS i TSR B T R DG R . He
KA b ) A% 38 Bl 5 SR B o 1 65 R 48 2R RV iz i 5 A st
friet, b ek B R 2 P S RO R

2.3 EHEI
2.3.1 ##EH (Batch)

AR LT G WIS AL IS H (AR A5 o & SR OB )
ik MMEEJCRERIAT GBS, DUAGRE T AR e i RE . R EHR AN
FATCHRAEREE 0 4ER/MESE, IER]SCRETI T Csplit) #5241, AN 7 (ks — 20K
EPE 4 IR e R /NR 2 2 JE IR NSRS AT b

FE NS BAR AR TR 7 ANk

« obs: t WZIFMMIE o,

« act: ¢t NZISRIECKREUNZEHE a,:

s rew: 1 INZIPREE B BIE s

e done: t WZIMAEEE /AR IART d, € {0,1}, 0 ANAREHR, 1 AE5H;

e obs next: t+ 1 B ZIFMNIE o,

e info: ¢ NZIHEL MR HIME R i, DLAig XF;

e policy: t WZIERIEETHE R A5 p,, WS AN 2-3.
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2.3.2 HFEEMX (Buffer)

K 22 h X A7Gift 1 SRms B IR A B AR ) — R A, I HSCHr N AT
5 SR H ] 5 RIS BB AT SN 5 ) o TR B Ak T2 SR ] NumPy #5020
BEATAEAE,  BEMS INPRAFAE R

() gl 4, Bl e b X R MR OR B 1 3L rh 7 AR B SCBE 7, P R Y info
AR B S5, BIE NumPy EA] TR AT FH 7 & SR T A7 6 o 7K FE
I, A RAR AN KN Z 0, MR [PEEAS S o X i BT A 2l s DASCReAE [l g 5 >) 500
HIII 5 oK o

H AT s 22 o X R B A B ZZ T X (Replay Buffer) , i H] %)
FAEN R JZ IR T IR G X (List Replay Buffer) Lo &5 & M IX
(Prioritized Replay Buffer) SCHRPULSGAE RAL . AN G2 i X 38 SCHE 7 S0 3t HE
ERKE (BN 8 RFEIS 18] N AR ¢ FOHEZ WKL 0, 3R [BIHES FOWIE {0,_yrs 00,1
MBS EHRAAE (R EARARR R T LUE — 7D . RIS R &
I [9]j5 5592 261 (Hindsight Experience Replay, HER).

2.3.3 IfE (Env)

I3 LM AE OpenAl Gym 4 5 SCRYIE FH42 01, BNAERIA] step RN,
TEMN—NE ap REPl—ANPUTEH: F—NIE o, ~ XABTZIRIBIEE
a, ORI s IRBESS ABRIART d, v DLACAEG IR R HAAE S 4,

AL AT s A 7 S SRS I FAT AR A, R ERE T LA AN R 1) AL EA
B, w LR RIE A PAT RIS, T DL 2 BRI AT . BRI step
BRI TR ORI i 3, RAE TR T — 24 A 5 B Sk e —A
NumPy 040 F)3AE, FFLAEE 0 ANYERERIX 23 J2 WA PR = AR (1 5

2.3.4 ZKE& (Policy)

T 7 A7 S BRI AL O o B BEARER T 7 S TR, 3 W AN W o ) ok
H Rt L F Y 2.2 MRS R AR, W] LCE IR 4 MR
1. init . SRESIOWIEGAL, LhinwIzai A€ PR (ModeD . B H AR
M 2% (Target Network) 55;
2. forward: M&ERINE o, TS BIEAE a,, 75Kl 2.2 SRk N 5 245
IR H 5
3. process_fn: {EARBUNGREIE 2 AT 2o X AT ., 7EE 2.2 Xy
N SR 1 HS A 9% o X PR

11



4. learn: fEH—DEHE AT SIS K HUIZR, £EIE 2.2 ot Bl Zxeds 2155
& (1) FH o
AN RIS SR 1R AR SEDURE A 2R 3 B b AT RN 20 A U

2.3.5 &% (Model)

TR A SR A% OB 5 o N T SCRIME R M M 4 S5 18 L, RIFFH ARG
s & — U e TR (Bt MLPPolicy. CNNPolicy %5), T2 #E T
B 5 S AT AS BB 1, AL F P A SR B HH g S AR R 2518 5
AR R4 11 SR
RN
1. obs: MMAE, FTLLZE NumPy 2041, torch 5k & . F#. sl & HAh B
s XA
2. state: PR ER R, I RNNALTH, AT LA, NumPy 241 torch
ki
3. info: MEMER, HIMEERME, 2
« i th
1. logits: MZHIIELRTH, s T s tinde DQNI
Bk logits MTLLYSHE(E AL, 8 PPORT) vl SEAd HI X £ v o6
&, W logits AJLAH (mu, sigma) B —Jo4l;
2. state: T —IZIMBEURAE, 4 RNNAFH];
3. policy: SEEEHMHIIPAME, S¥AAG IR X, HT a8
ZRISHTH

2.3.6 X&=s (Collector)

SR E ST RS SIS B R . SRAEAS F A S DU A R 4L
1. collect: L& EMRIEHMHEEZTR/D 0 B, &G 2D 0, 5, HHLH
bR AR B R A At A R R S b X
2. sample: MEHRZZMP X HPRAE 458 KN IEAR AL, HER 5 2L SRmE I 25
N T SCRFIFAT AR, RARSSK A T Ar Bl 2 o X, RITRJ IS AN 22 AN EA K
AT B IP R B AL AER N R AE X R, — B AN B A5, PR
PR AE DX BRI, A8 R R G2 b X rh o T VRS I 42 T PR 455 A 1) 4
ISR, RAEMEIREA T REs 2 T e HUE, PUAERE T AL SR « 507,

12



KA PR FIETT LSRR 2 R R oAb 2 ) A Tk A%, R AN IR B B 22 v
DX FIAN [F] SRS I SR AT >k, B AT (AT A B 5 B RAE
2.3.7 )I%=F (Trainer)

W ZRds o i b Z IR B, Gl gx 2 IR e BT SRIE FI IR B 1
T H o A WIS E 45 R 5 ms 2% 2 I 2545 (On-policy Trainer) HI5p Sl 2 2] |
g54% (Off-policy Trainer).

FE R AN ZR R R A2, PR AR IAT T & AR 2R AL 25
A S G B R — AN, REH AL T R . BRI DL e i 7 S
grds, AL T ORISR T 9T 24T € AU 2R S0 ) T4
2.3.8 HIEMREBEX YRR

BT AR I — BeOh A () DR R R Lk B AT h AR B

S = env.reset ()
buf = Buffer (size=10000)
agent = DQON ()
for i in range (int(le6)):
a = agent.compute action(s)
s , r, d, _ = env.step(a)
buf.store(s, a, s , r, d)
S = s
if i $ 1000 ==
bs, ba, bs , br, bd = buf.get(size=64)
bret = calc return(2, buf, br, bd, ...)
agent.update (bs, ba, bs , br, bd, bret)

LA E A A iR 7 AN e AL 28 [el3 DON SRl R . 4 2.1 #iik T
DA IR AR 5 B3R 2 BRI AR R AR

24 T HINELF
241 ®ZHEX

AL S AR 44k CRAZ . RIBI TS XU FRITEE, BIHS Xk
LR ESR R . A% S RN S RS AT 5], RN R T
NI T B4 “RA2 &k T R WS B BT 1 Tl i <20 B, i il it
SR IIARWIAS T E A K 2.3 R T KA FAbr&, 2000 FH s B e il
& T HWSCA TR, E—AKERTEE T, AME R

13




R2.1 DAL BT YOG R

17 | phfs fieRé R 6 50
s = env.reset() IR AL {E Env T 52
2 | buf = Buffer(size=10000) e X YIaHt  buf = ReplayBuffer(
size=10000)
3 | agent=DQN() T W URAL, policy. init  (...)
4 | for i in range(int(1e6)): RN i Fi {E Trainer 1523
5| a=agent.compute action(s) A policy(batch, ...)
6 | s,r,d, =env.step(a) HIREAH collector.collect(...)
7 | buf.store(s, a,s ,r,d) FAZH B 742 collector.collecty(...)
1) 55 48 A7k 21 24
Geip X
$=s_ SEBOUL A collector.collect(...)
ifi % 1000 == 0: B ToDHUBT SR 4 Trainer H5CHL
10 bs, ba, bs_, br, bd = buf.get(size=64) MEHZZ M X F°K  collector.sample(
FE s size=64)
11 bret = calc_return(2, buf, br, bd, ...)  TFE DK policy.process_fn(
batch, buffer, indice)
12 agent.update(bs, ba, bs_, br, bd, bret) Y ZR%2 GEAAK policy.learn(batch,
)

T Tianshou

K23 RIZTFEWE
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242 HEHGE

FAZHAME T — R HVEE A & 1 SCRY FIZRE, ] ReadTheDocs V8 = 77 F- &
AT B SICE RS . HETHELE https:/tianshou.readthedocs.io/ H, Tl % 7T
N 2.4 frose (A3 —$AE, KRBT C L BL, #E T https:

//tianshou.readthedocs.io/zh/latest/ .

EI_|[E|'I'ianshou

latest

Docs » Welcome to Tianshou! Q) Edit on GitHub

Welcome to Tianshou!

‘f\‘Si‘ﬂ"  docs J:‘ Tianshou (%) is a reinforcement learning platform based on pure PyTorch. Unlike existing reinforcement learning libraries, which are mainly based on
TensorFlow, have many nested classes, unfriendly API, or slow-speed, Tianshou provides a fast-speed framework and pythonic AP for building the deep

reinforcement learning agent. The supported interface algorithms include:

« PePolicy Policy Gradient

« DQNPolicy Deep Q-Network

- DQNPolicy Double DQN with n-step returns

«  azcpolicy |Advantage Actor-Criti

= DDPGPolicy Deep Deterministic Policy Gradient
« PPOPolicy Proxim
« TD3Policy Tv DDPG

icy Optimization

« SACPolicy S5¢ Critic
« ImitationPolicy Imitation Learning
* PrioritizedReplayBuffer Prioritized Experience Replay

« compute_episodic_return() Generalized Advantage Estimator
Here is Tianshou's other features:

« Elegant framework, using only ~2000 lines of code

- Support parallel environment sampling for all algorithms

+ Support recurrent state representation in actor network and critic network (RNN-style training for POMDP)

« Support any type of environment state (e.g. a dict, a self-defined class, ...)

« Support n-step returns estimation compute_nstep_return() for all Q-learning based algorithms
3L ITF https:/tianshou.readthedocs.io/zh/latest.

Installation

Tianshou is currently hosted on PyPI. You can simply install Tianshou with the following command (with Python >= 3.6):

pip3 install tianshou

& Read the Docs

K 2.4 RIZCR oL

2.4.3 B

KA BATB A 5 M e R, Af ] GitHub Actions@ BT RS2 R. 7ERHK
L= R 3 KT g 0 ) 7 W B = 7w K 1 W 173 P = WS B a1 R
SERT T REZE & LB s A 27 2] BE AT BN T R R se I Ak, — H.
BATAERIE I VI B a1 4 A7 oA 2 S8 B8 e o) B2 i) R 25 R, DAY 2 e 0K

HHR 21 6 1o ARS8 25 R R 2 7 85%, 1] LAAE S —J7 M3 https:
//codecov.io/gh/thu-ml/tianshou "B TEA TGO, & 2.5 @R T R H IR ICINEA
R HARES R

@® https://readthedocs.org/
@ https://help.github.com/cn/actions
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https://tianshou.readthedocs.io/zh/latest/
https://tianshou.readthedocs.io/zh/latest/
https://codecov.io/gh/thu-ml/tianshou
https://codecov.io/gh/thu-ml/tianshou
https://readthedocs.org/
https://help.github.com/cn/actions

COVERAGE SUNBURST Q ALL RECENT COMMITS

i

‘ fix dan zero eps (#52)

if dan in infer model, eps should be set to 0, and no need
to random, to ensure reproducibility

Unknown 10 h

o 54

Unknown

:a:.a:g:.& A

Unknown 5 daysogo oo

g
Files = . . Coverage
m tianshou 1614 1373 0 241
Project Totals (28 files) 1614 1373 0 241

B2.5  RFEH AL R
244 XZHERE

H AR B2 & KR A7 43E 4 PyPIY, J&—A Python 4 fis &
fili e P LGB HARIE AT i

Browse Report

magicly 10hoursago P mast © 6237ccO « Cl Passe

Browse Report

Browse Report
Browse Report
Browse Report

Browse Report

85.07%

85.07%

[R5 =5 A AT

pip install tianshou

AT R, Uil K 2.6 o T ORIRAE PyPL V-G R KA AT . FEARK,
RELT G A LRI 5 =7 A A7 6 5 Conda® fy & A1 UEIE

U Search projects Help  Sponsor  Login Register

tianshou 0.2.3

4 Latest version

pip install tianshou & Released: Jun 1, 2020

ALibrary for Deep Reinforcement Learning

Navigation Project description

D Release history

X Download files

Tianshou (XE#%) is a reinforcement learning platform based on pure PyTorch. Unlike existing reinforcement learning

libraries, which are mainly based on TensorFlow, have many nested classes, unfriendly API, or slow-speed, Tianshou
provides a fast-speed framework and pythonic API for building the deep reinforcement learning agent with the least

number of lines of code. The supported interface algorithms currently include:

K 2.6 KIZALE PyPI V& ) K& A AL

@ https://pypi.org/
@ https://anaconda.org/anaconda/conda
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2.5 INE

AT TR 2] (A E SO ) JUHE g 25 P AN 7] (1 s A 27 >
FREATRBACIN SR, IR Y8 iR TP 5 % MR BRI SEIL,  SJa Rl B TR
1 HAR T
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EIE FAXFNRERUEITZX

AR GRILT 6 JF S ARAL 2 3 SEE IR, LA X S B 7
V& AR LR SN .

SRAL S ST R H AR R R A RIS AL B S . LU
ISRAETIAE S mp() o — ML S5 0 XI5k 7, Hofb B bRk Ak J(6),
XN

J0) =E, (Gl = ) d™"(sVF(s)= ) d™(s) ), mp(al)Q"(s,a)  (3-1)
SES SES acA
ot a7 (s) JLALE T SHEMs o 6 T ARBLCBE IR FLIRA s AR . by Jy s ey B b 2%
BB, TR ARIAT R AR A RS . Besh, SR Sk i
HAT RS 5,0 CERIARE AR STILIR I 3 6 WA o,

3.1 ETREHENRERUFIEL
3.1.1 REEHE (PG)

SRS BR LS (Policy Gradient?8, SUFK REINFORCE 53k S5 15 4% e b6
FEEE, LURRIFR PG & — N0k BRIV I iR f 2% S Sk . e T B L4
B, AREE S RIS KA AT Bt R il v, JF AR LA 3-1
X0 BATRT, RIHEHABRE A

VyJ (0) = E, [G,V, log my(ayls,)] (3-2)
b a,y s, B HAAERIAE. ¥ a503-2 A H ARk 3
J(0) = E [G, log 7y(a,s,)] (3-3)

W] LU IRl S VAR B A e KA B R MR Y o R SEBR PG S Lok
RPN G, BEUCRFE KA R S0 2R S0P IR O log 7p(ay|s,) Z IR RITA]
XS H 0 BEATRS, AL FHBE L T SO T 24

@©  EAIEA A T SRR RS LSRR HE S AR https://youtu.be/XGmd3weyDg8
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AT A AR R A R AE L TR G, g AR, AERIEA K
AR 2 R 0T ] BEJRNER LA THI T 25 o BRI — AT IME, B 2 R
AR R EL v (s) 1B —ANTEAE, A2 Br el F B R AR 5 s 8 ACs, a) =
O(s,a) =V (s), NEMFMERECDIRSE R B . RORHAE Ja Seiiid AT AT
(O

SR S SEAE R TP RSB A 23 B A

« process_fn: WH G, BRI T 3.1.4;

« forward: %E o, WHANMEMIMAR DA, JENF A REAT RALR B

e learn: #EMAK 3-3 W G, SAMERIXEMER log 7y(a,o,) IR, KT

AT S AR R SRR BT, DS H 6
o RFETEME: A [ SRS (1) 7 iR EA TR o

3.1.2 MHBEFEMN (A20)

PAGE VP 502 (Advantage Actor-Critic?, MWk AR Fi 1 -vF b 5 5
%, LURTRIFR A2C) &4 SREmS R Sk — AN eleadt o faj Bk e, SRR B 502 AH
M A2C LR VE 2SS ER 0 IIRRAS o BN A S 3-3 eledt i T -

V,J(0) =E,, [A(st, a)V, log 7,(a,|s,) (3-4)

Hot As, a) AANTFIIOES 8 Btk SCUUR SEBLILRETY 3,140 O T ik pro I
2% 1) i R AT BE BRI LS RPIRGSH pR A, AEDUA I R b I I b 16k B g 38 iR 22
s SRR S IEAT O T SR A (R IE AR T I K A2C H bred
HOA -

JO) =, [AGsa)log zy(als) — e (V(s) = G + HmOls)|  (3-5)

b v (s) VAN W 2 R (RPRAS (BRI ¢, o A RITR P TR0 B 240

A2C e K RS SCREFLD AT REE ISR, H i TRV 63 A
R IAT B RAL, A FIEEIR . IEAh A2C AHEL T 5320 SRS AT hiUAS A3C 1
oo W T EET RIS A B L, E AT SR S

A2C BEAE RIS T

s process_fn: I8 A(s,,a,), BAASCIUAL T3 3.1.4;

 forward: MSBSERREENE 50 45 @ WM o, VL5 H R H SRS AR

oA, IFNTREE
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* learn: MR 3-5 T H bR HUF K 2 B S 40G
o RAFESRME AL [ SRS K VA EA TR

3.1.3 EimKmMIL (PPO)

T S S AL AL 5292 (Proximal Policy Optimization?”), LU R ik PPO) &15AT
X B S A AL (Trust Region Policy Optimization*%, TRPO) fifLI A,
T RS R S SO B S BRI, R NS I SR AT T e B R R
TE G SV REAE 2 BOE B a7 A R 24 Ak, NN 3 BURAE AR T 55 0]

PPO Skitiad vH 5 5B 240 J5 Py X SRS 1R LU AR ORI AN BRI AR H A

TEP(9) = By, | min (r(0)Ag, (5,0, clipr(0), 1 e, 1 + Ay (s.a))|  (3-6)

Horr A() FrAlivh e s g, Bk B0 (KA 34 ek BOGTE N ZRid A i 45 808 o
BEATHE BT S r(0) S FE EMRFERCER, 2 SCA BT SR 55 I SR RO B

mo(a|s;)

ﬂeold(at |s:)

r(0) = (3-7)

BREL clip(r(6), 1 — €, 1 + €) K SHMS I LAl r(0) FRIIZE [1 — e, 1 4+ €] Z 1), M ifE
T RIS ERE BRI ZUARAR . £EF PPO Svkiz FHAESETEMT (Actor-Critic) 4844 I
i, 5 A2C B2, H br eR BOE 2 IR A (8 R B0 5 45 1 )AL I

J(6) = E, [T©0) — ¢, (V (s,) = G + ey H ()] s,)] (3-8)

Tt ep, ¢y APASEEZEL 230 00 IR B ECAb T 55 005 1 AL P 30
KA PPO BFESLBLNEUZ AR Y A2C + 702K
« process_fn: M5 A(s;a) 5 G, ARSI 5375 3.1.4;
 forward: ZMLERMINIE o, THEMER M, I RAEHBENE g
« learn: HHITFEAEANEIG AT B B, IR A 3-8 BE4T H AR
PR THEL
o SRALTEME AP [F) SR ) 5 VAT R

3.1.4 T XMBEHMETEE (GAE)

SRS R E A 3% (Generalized Advantage Estimator*!), LU N f&i#k GAE) &
W DL 5T Fh SR s b 5 SR AR AR B A o AGs,, a) #HAT IR S —. — M
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M, SREAH L IR AL T ARG W R B
%JW%ﬂ@A%%k@@wmg (3-9)

Hrpy, B L2MIE, Wi PG o P, = 32 r, MIETFFEIREEG A2C o
W= A = —V(s)+r +1r+ - +7T e + YTV (sp); PPO TR, = A, =
0+ (YA)o,py + - + (AT, b 6, SR P 2243 IR 25 (Temporal Difference
Error, TD Error), &, =r, +yV(s,11) — V(s,). GAE ¥t L FHi iRt 74
—nR

AP =N G 6 = YN ATV iy = V) (3-10)
=0 =0

Hrb GAE(,0) MTEULA A, = 6, = r, + vV (s;y) = V(sp), A 1 BINPESIRE,
GAE(y, D) BN A, = X207 60 = X207 re — V(s,)» B A2C P fIfh 10
PG A TFIRE g A2C Hh V (s,) THR O [PRFERIE 0 o

KAz GAE SZL 5 HAl P 64— 2R [F 2 &b ELfiE OpenAl Baselines 2! 1)
SIS REAS S8 BB I B fE — WOEAT RE R AT AL B . AR, RIRAE L
EPAREIRR) N — I ZIAE o, HEEVHERASE RS, WA TRER AW RIZI
GAE SEIUE IGR r E E BT M ik, IF HSZRE RN TH 5 2 A58 8L GAE iR
£, It Baselines fff H 1IE % Python JFE A1 77 2L 48 & T Is/THE .

32 EHT QMERKRIRERLFIFEEL

3.21 RE QMz (DQN)

WREE Q M2 (Deep Q Network[M, LUF i #k DQN) &9tk 2 ) ik h B
ML —, EAE Atarl W RIS BN, HHARGE 1R B SR > R
— IR . DON SLZEAZ O i Q EUHE e TR . AT S, O (s.a) N
ALK« T IAMEE A BRHRBIE—NIRE s, 25, WA IMEZ ], ¥
BIEAE eR 38U K I BIAEAE SRS -

a, = argmax Q”(s,, a) (3-11)
A R E BB DUR 2 7782 (Bellman Equation) JEATIEAR

Q”(Sta at) « Qﬂ(st’ at) + (x(rt +y m‘?x Qﬂ(st+1a a) - Qﬂ(sta az)) (3'12)
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Horpa %)% WEARRPAES b, TR RIEEMA MR G 07, (HRAEH
T 28— RUAESS L Atard YRR, 2388 IS AR A0S 0 2% 13047 EH A5 281 R 280 ) ik
WA, XIEIREE Q Mg “YRFE” —Ia [ oK. i T IXMhIATE X H e ib B
BRANZHVEAE, PRI DQN 33 4 FHAE B s A 28 a4 25

N T RN SRR, DQN FIEE R e- D00 T SRR %, Rl
FRA € € [0, 1] IRER 4 BEHLIRNE , 1 — e MIRRR St Al FH S VE (8 R 205 v 1 i
Prokeng; dbAhE AR 3-12 T r, + y max, Q" (5,41, @) —TURRAE H ARSI AFE R 2L
Ouurgerr EILATELAEMAF KA, Ll n 204t

-1
Q?arget(st’ a) =ri+yrgg oA g max r"Q" (Styn> @) (3-13)

REZH ) DQN FESLI U T

« process_fn: AN 3-13 WHE ARSI E, 5 RS XA AT
T

« forward: 4y EWMIE o, fth AR BN N MBIV EIE A KL 0oy, ), FFAEH]
e-DULFIRIAN IR, Fan i ZhAE a,;

* learn: MR 3-12 FEATIEAN, FERFE I ZI0] 4K e-TrLHIL I e {H;

o RFFRMS: A 7 SRS R 34T RAT

3.2.2 WML RE Q%3] (DDQN)

U 48R FEE Q 2 > 530 (Double DQN B2, IR faj#% DDQN) & DQN % 1)
B2 —. BTAEAR 3-12 A R — AN SO VE(E s BT 5 H AR 2l 15 8 2R £
il 2 RIS S P A T AR T, AN B T S KRR 3% . DDQN
T B VE VIS 5 S IR R AT AR, Wi = A BT R K S . e A
2 3-12 1) B AR VR s 00 PASs an

Qm@m“v%):rf+meM(%+pwgnwa”®Hpaﬂ (3-14)
a

Hirp Q™old JE HERM 4% (Target Network), SHIREEI 4% QT 1)) A, L 1THK
BEATBIAEVPAG o 30 3-14 [FIFERTLLRIA 30 3-13 AT S5 &, HE) 2 n DA TR DL,
BEAE AN IR

H1 7 DDQN 5 DQN A 4l X ), PRIHAE R FR IR LB by — 3 he A R —
AN, BT

* process_fn: #ZMAIN 3-14 THE H ARSI R £
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* learn: {ETERYI KR HARM LIS
3.23 MAERLKEM (PER)

WS4 4 5 B3 (Prioritized Experience Replay3l, DL R # PER) J& DQN
FEW o — AN BB . SR AT N AR Z 5 ) DDPG Sk . Az
AR, MR SR 0 2% it O S AR (BB L Q7 (s, ) 59 S B RFEAG T B B 1A R £
Orarget (51> ar) I FPZE N PR ZER G BE N FEAANR] RRAE RO, K3 22 K IR B8l g
g LS R MEZR R, NI B i BRI R A 5 2 I R0%

PER 1) SE AN KA T- 55002 )2 B sy, PUBORE 2 B BTG i X AH DG . AH R
EELII

o BEJE: AN, AR RZE, AR R R X

WL E
o BR)E: LI HIN N IX S, DR HEIRGEMTIX R, BRI R
TR INEH AR SRR R e 2

3.3 ZA QMERMSREEENRERYESIEX
3.3.1 REMHEMRIEHE (DDPG)
S

VAR S 1 78 ME SRS KR 529% (Deep Deterministic Policy GradientB, LI & #
DDPG) sl [l I 2% ) f i 1 S bR 2L g (5) FHBIAEAE R O (s, a) L. ®
|

o
=

REREZ W BN A, PRIC i 4h R 21 £L8h /R 2% R

DDPG FEER A R £ O(s, a) EELESNER Al & W0, ¥ 0 E a H
TR 7y () WERIR, TR 7o (s) TRAEBIEM S, Q7 (s, a) FRYEVENY M 4% . DDPG
SEAE VP M 25 (R BE 0 3 55 DQN SRR, B4R 45 1) 58 AR 5 i o 11 SR A
SEHLBS, TRt HAReRE Q™ (s, 7(s)) HEATREEE _ETHLALRI T,

H T A TIR %, IR 4G DDPG SLA N T H Ornstein-Uhlenbeck FEALiE
T O A [ AL 6 P8 700, AELFE SRk v, s 07068 75 T DA 3 3 5 G [ R 2%
RBO DDPG R T HARM S LI IIZRd f2, X HARsh1E SR HAr PP
BT BEEW, B0 <« 10+ (1 —1)0', LAt ELBPEH MEKIRE 0 555
AR 0" .

K24 DDPG EILEM LI T

@  https://en.wikipedia.org/wiki/Ornstein%E2%80%93Uhlenbeck process
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* process_fn: M DQN 8L, Hhahfl a AT RS R, 12
ENAEM 48 i A 225 A
« forward: ZEMMNIE o,, HHZNIE a, = my(o,), FEUS IS I
« learn: AL DURZIRZETM Q% (s, mp(s)) I nlfite, ZJa¥Es H
UNEESESAE
o REFTENE: AL S WS IR 5 AT R
3.3.2 JUERREMEMRMEEHE (TD3)

LS IR VA 1 52 T SR o B 9% (Twin Delayed DDPGEO), DURfij#k TD3) &
DDPG SIS A . 2% S MEM R AL Q I— R A v — H LR i FE AL o
1)1 @, DDPG AV AN. TD3 HykAi 141~ JL X DDPG 4T et -

o WXL Q 27 2] KT 2% Q 2 )AL HI AN BV EE M 45, B35 T i b

AMEAE A ENVEE A Q Wfhivh, A imiA R T8 b FE v

Otarget, =1+ min Q7 (S’,TL'Q(S,)), i=1,2 (3-15)
et j=12 -9,

« GIEMLEIER R ORI AL, B ZRalfE g PP s, Al
A HAr2%, ~SEONGEREARGE: ERMNEENEMLE, PR
ZEATAT R S BIE A 45 S o DRI TD3 3000 UL IR 426 T3 Bl A 9 48
B AR OB PP R4, T RE P B DA AR I, JEAT IR SR

o P HARSENS : TD3 SIRAES A A I AR i oA AL IR L A, 3 4
S BREL o (s) P Q PRELIIARA &0, AT BEAT A L8k

Oarget = +1Q" (8", my(s") + €) (3-16)
e ~ clip(N'(0, 6), —¢, ¢) (3-17)

5 DDPG HiERALL, R#24E TD3 (S 4k & T DDPG ik, RIE T learn
W4y, f R EIR = A SR
3.3.3 IHMEFMN (SAC)

WEEVEN 57 (Soft Actor-Critic®7), DU RNfAiFR SAC) &5 T KB s
HERFRH P — N EYE. SAC FIEFN 4w I ACRFERCE s L, 55
SEHL, (RIS RG T S E VRO AESL . S SRS 2 S HE ZL R B R R s Ak 2 S HESE, (R
Ak cE ) EIE T 4k PPO 2 JG IR AT L
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SAC HIREHFIAN TD3 173 2840, FFEIAT — s RIS PSPPI 19 28%
NI AHE SR TR, M TD3 (s K ZE 2 AR H ARSI (R & 2 I A%
fwJr WU E 7RO 2R R IE NI, RSB 73 2. AR T LA
PR SO R E

H1 3 SAC SEHURT TD3 70 2R40L,  #itb b A X6 FLEA T P40 e ik

3.4 BRI BRI KRR RILIZAIIZR

TESE bRzt B Re AT A LUYLI 2 A58 Br A 045 5, LR 2PIRES s
) —A T4 o BT, R S RRAE A 70 AU 25 R BRI A2 (Partially
Observable Markov Decision Process, fiijF POMDP).,

POMDP 75 R B Ak 57 ) S B A Mg o7 58 (1) Fad 2 — BN IR 11
TR Cand R HIE B ERR D A AR, $ 7 ik
TAbEE;  (2) Bt L0 BAVHIEI A M4 (RNND A7 2 PR, v LA
1845 Ja FRRSHATAEH

S M7V I T AR E G M DX S IS A D e FEIA KA B AR AL 1, 77 2
RFEIELE n oty AL BTG X P AT — g B, IR BIRIIE {o,_pprs o5 01, 00}
PN IR AR B Al 5 S R R T e o B0 M7 VA T AR B — M T VR
filh b, BT R 22 9 48 RH O (R B 1 A s Dot A TR I SR . RIECV A SCHE I
I RN TR SR

3.5 WHEFE]

Fi)7 %% 2] (Imitation Learning) 5 ] 1~ B 27 2] 55 22 B 27 2] B0 W5« & 1%
O AR 27 ) O BB, TR BERBAE i ™ A X BB 1) IR 4R S o Lt gs g — 18
t IS ZIPPIRS S SRR (s, a,), A TT LS AR K BHB F 2 S — A,
MITHEAT A 2 > o Sk — 20 Hh, 64719547 2] (Inverse Reinforcement Learn-
ingP381, IRL) AR aCxfifsifi“# 2] (Generative Adversarial Imitation Learning!®”],
GAIL) &5k,

HATRIR T 6 S8 T e e A7 o S 5008, ARSI T .

o BAAME A BILEERHES, BB E s EEAT R,

o BWHEMER N BILEES RS, SRR @ SR

o SRFESFENE: Al FH 25 SRS R S S 7 VR EAT AN R A A 7 A
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3.6 I

ARFEA TR A 5 S SR R P LA AR RS & B ARSI, fds
T 9 Bl AL AL ST BE L IGFR A28 I S AT I G AL 24 3

26



F4E PO
TR T RBE S — S5 2 IR ) STHF 6 0 PP 45 .

4.1 SCEEEVRAR

BAERZ A0 F 2P G IR T 5 A AR MR T4 RLIbI, OpenAl
Baselines!!?], PyTorch-DRL!??), Stable-Baselines?%! (LI N {5 4 SB). rlpyt[!®], i%
HOPPIU )1 2 1 AR AR R % 4.1 P o
R4 EBOSLEIENIE G — Y. Jo, PRI ID hiEor & R AT AS SRR, AT

KATRAS,  WERECET AT il % 1D,

Fas PRIID EHUR

RLIbM  0.8.5 GitHub R 2P 6 A H i 2, HiEsSiile
i}

Baselines!'?! ea25b9e  GitHub Ak > 6 EFrEH 5 — %

PyTorch-  49b5ecO  GitHub PyTorch VAE 5k 2 > -4 BB H B — £, 5

DRL %21 VRSP A T

Stable- 2.10.0 Baselines [ RA, SVASCIL A, $e4it T — R

Baselines ! WL 2L

rlpyt!] 668290d GitHub PyTorch ¥R B 5L 2% 2 -6 B8 H BB 2,
VRSP A T

K% 57bcal6

4.2 IfgEXTEE

PRl AT S L B A T IR SRS R I T A4 i Sk skt
AFETIZAENIE 6 AN FE AL 2 31 S S T T R 4R 11 LL BT
421 EFEXHEH

VRIS B2 S SRR B0 SR AL 5] (MFRL) . 36 F-HO s 2
(MBRL). % i 1A% 3] (MARL) KU 31 (IL) %, I AMRAR T AR i 045 2K
VT4 T SRR K LA (MDP) A TR T /R K sk et F2 (POMDP),
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Hort POMDP 223K S 9 45 SCRFIRFA A 2% (RNND 1Yl ZR. i A-0F o8 E A48
I 2 2 S M st fh 2SI 805, DU R L PR X LE

4211 REEBUFIERL

GO 7 S STV 0 A TSR B I ST . 3T 0 (e S S
CEL AR, BUERIE I S AR A R SIS (D T
firfiieki . DN K H MR A Double-DQNP? (DDQN). DQN 5640246 1
B3 (PDQND s (2) JEFoemshifE: PGS, AoC), pPORT); (3) i
DDPGPY, TD3BOL, sAC7,

BT B LML 4.2 Prows. aTUE H, KT 6 S AT
RN, 7LV G40 Baselines SCRFHVFVARBIF A 4. KRBT 6 3R T
HNBEEES AT

K42 VG SR RBIRR R A S X FL

Y& 5% DQN DDQN PDQN PG A2C PPO DDPG TD3 SAC Mt

i v v Vv Vv VY9
Baselines \/ X \/ X \/ \/ \/ X X 5
PoehDRL vV VY VvV VW
s VvV ox VoV VY Vs
R A R A A .
SR A A

4212 HtbRBAEUFEIIEE

FLA T (oAb 2 ) SR S TR 5k 2% 2] (MBRL) . 2 &R fksiAL
23] (MARL). JGiifb2%>] (MetaRL). Biffi2%>] (IL). R 43 FIH THATE
SCFEE L. WTLAE H, DG SR A IR SRR 5L . ORI SCHE T 2%
X, ARMEAR —1RAE, FE TR R A ) RE R 2 8 e AR sk 27 S S AT LA
EIA W80 o siil . FRATIELESS ) SE R $% 1 & 1) MBRL A1 MARL %
%

4213 {BEIFRASIRER

EEXEANSE AT B A S /R BRI SFGE RE (POMDP) , 38 A7 W Rl ik 25 5K
MO EE AR e A fE BAGUAR P, (H W] BE 2 T 80— L85 Al AP e LU ORAIE 1
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®A43 BVEFMHASRE A I HE W K44 KPS X RNN 30

F& 5 MBRL MARL  MetaRL IL £ RNN
RLlib 4/ v N X RLIib 4/

Baselines X X X \/ Baselines X
PyTorch-DRL X X X X PyTorch-DRL X

SB X X X \/ SB X

rlpyt X X X X rlpyt \/

K x X X Vv v ARV,

R 2 MR BT YRS A ERIRAS, HART S, R IR A e 9 4 A R

(RNN) £ 2SS B4 1o 3R 4.4 FIH T 251 G IR ZE 48 B SCRFRESE o A
R AAHATLE, H-FEX RNN BSCRFFREEIF AR KIS & T ik
SCHF RNN P48, 38 SCRESRIO SORAS . D e sh VR g se 22 i, LA Al ] )™ Bl
PRB e SIS R 7 52D 3K

422 FHTIERKF

A AL A 2 R DUE AR RE AT A A IEAT AT T, SXRF (R 1 KA L
HIGAR, DR R A — R R 4 i 7 AR L LM PEASEA T VHAE, ek se 0 A AR 10
HEAPLS, AT S 2T S A AR > BIMUAE 1 g b U il B AR I T i
P T7 FIETFATIABERAE . BRI S TN R N AT AL, R e M 2%
(YT T B8 N RAE SOAN B BN T, AT R R 2 2 W AR . R 4.5
VR THANVG . SNFESRFIATHECRAE I Ol WK 4.5 HrlLIEH, R
A7 RLIib. rlpyt. KIZAMM SRR TP HILHIATIHABERAEDIRE, R IRF G2
AGRRHB I GRS B AR FAARIFAT A BRI e . XX T-5mAl 2% >
BRI GRin =, PERES TH W] e KT

4.2.3 RRIK

B A B s A 552 > SR HESR RERG L1 T i 28 LA SE 2D B AR >R BE i 5 s S 300
Difie, AEBGIn 1A 1w 5 P S R sk b 1 AR AT RETE . 3% 4.6 ZIHH T &
V- EBHAL TR O . R H AT LLE H, Bk Baselines. Stable-Baselines 1 PyTorch-
DRL =AMHEZEAL, JRHF- G # S TR . RIZT & IR EIZRSnE A
TEAMIBLEAL,  BRUR 72 I 25 SRS A A AR 2575 4 AR, (H R A4S - A DL
PSR HEAT I K. RIZN T RESALTF R B A LIRS, fEX &2 T
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K45 VBB RRBIREE A X FE SR I AT ARG DL 0

F& 557 DQN DDQN PDQN PG A2C PPO DDPG TD3 SAC

R v vV VWV VYV VY
Baselines X - X - \/ \/ \/ - -
PyTorch-DRL X X X X \/ \/ X X X
SB X \/ X - \/ \/ \/ X X
dpyt Vo VYV VYV VY
MoV VvV VNV VY

e < FoREIRARY
Fa6 HTEHEYALDIRESEIL b, e (1) FESEIEEUL, Fie eI 2] Sk

MIRHGENE — 40 O (2) BRACBERCERAL, 5K A AR B T2 A T 3 e A
fitts (3D VNZRHMERITAL, F& b1 L T AR B R Bk A B AT I Froi Al o > B REIA

FEEHEAL AL BRAeE IR

RLIib Vv v v
Baselines X X X
PyTorch-DRL ¥/ #ibefk X Vv
SB X X X
rlpyt v v %

R Vv Vv o KU

Prope AT A LRI ZRSEms R AL, AAN LI . I n] AR HIR $52 4%
PERgaE I, MUER St SIS R, B g S P I 2R .

4.2.4 REBERESEHIIZEIIE

sl 57 21 B R T HAE AL X E T T AR SRS R 241, iE
AR s B SS LRas ARG AT RIVER, e —A P& 2 m HA
TRV AR G5 4 . A5 SO IRIT R AR AT B8 7 [ bz TR T 55 (L
MEZESHED b, gy — M6 2 R — M. £ 4.7 845 785G
FEARAS 52 2% 2 5 A A A DI R BR8P AN A (R R &5 3R, G o i 4 FH U
TH clocVBEHTARIG S, B2 TR ARBIARHD; 5% R Mujoco 35
FetchReach-v1 fF55FEATAFUMNR, HOMMPRAS A — 74, f =Aocs. ik
Al FH X AME 55 RATAD XS 38 ik 2 AR E (RS, PLAE R S o i 2l LA

@® GitHub Hbtik: https://github.com/AlDanial/cloc
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BEfiss gym. wrappers.FlattenObservation () % MMEBE T 508 I 71k
BRI 6, EABN AN E B VI ZRIA BT 2 TARGF () 3k . WTRLE H, R
15 2y FIPE X AN PR 2 10 EAH AR & # B AT T4 W R e, A Rk 17 1)
AN ETS N AR UE A T

®A4T HVrE S, AR AR A EE R X Python SCAFEU/AUSAT H

TahutE AMEERE SECEdite o #iE

RLIb  250/24065 v x 4/
Baselines  110/10499 X X X
PyTorch-DRL 55/4366 X X X
SB  100/10989 X VARERY

rlpyt  243/14487 X v %

K 2912141 Vv v WV

4.2.5 XHEHIE

SCRE HRERS 1 6 1) 5 PRI B T mE AR . R 4.7 S T 254
5 ) APT 8 SO S ZRE MG DL RV R#Z M AN Stable-Baselines A1 FLIAAT
frdlm, (HAHE e G s PiR e gt 7R i #de, & .

426 BTMRSBER

PRI SR A 2 S E o BB EAEAR B i DL R AL
ARG B ET AR AR, BT AR A, B T SRR R
s RINBERAE T LR RR AT R, R 4.8 WA XK DI AT eI
s INZRE R AR i R IX e S JiE s 12501 5 DA i St
931 B A AU MRS AR A Zh REMGUER, A A I°F 5 A X 52 31 25
REFRHEAT IR (AL AR R REAAR IR e 28 90 2% BE AL AT A6 A0 22 38 e A4 5 A it o e D)
PR R U B R R . SR KRG, RIT G2 P RO

4.3 FEMEEMIK

A FEATH AL SIS 7 OpenAl Gym P4 fij BAEREE b EAT PR REMIR . 52
IZATIA LS S8R 4.9 s, P iafT sy AER gl CPU 1 CPU+GPU R
BAE X P RIS AT R AN B TR B A . A/ N IR 2 R iR 22, R sE
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R48 P HAICIATE W

FHESRICIE  PEPS AU XA, FEARTRE  INZkidRE AU AR

RLIib v v # oy S *
Baselines v Vv #Br 53% **
PyTorch-DRL AN + oI v oA 62% **

SB V v 4y 85%

rlpyt X i i 22%

R v Vv Gk 85%

¥ T RLIb PG el T2 %, A s A AR R P ocilatrh, PRI TCVE RIS A o % 5
ok FEIE I ITNNRIA rP A AR B 15 AT SR LB T, JFAE Travis CI 2 = J5 WK 6 7 HRHGIASE R -

Rt 2 SR I BE LR 73847 5 K.

F49 LBIEITHEESH

KA

ZH

BAE RS

N

CPU

GPU

RAM

Disk

NVIDIA K5 A
CUDA hi A
Python A%
TensorFlow h A<
PyTorch x4

Ubuntu 18.04

5.3.0-53-generic

Intel i7-8750H (12) @ 4.100GHz
NVIDIA GeForce GTX 1060 Mobile
31.1 GiB DDR4

SAMSUNG MZVLB512HAJQ-000L2 SSD
440.64.00

10.0

3.69

1.14.0

1.4.0 (PyTorch-DRL) &% 1.5.0

4.3.1 BHEMETEREZERBUFE IEENR

EEENE R I — RS 22 SIS, BRI {T 45 & OpenAl Gym A5
H11f) CartPole-v0 1145 AT 45 ZRA REARER /NG, A1/ NE 11048 ST 42 B % £
FRafE EUIRAS, — Ffw Bt — e M B . B /N B e Y T, A A Ji Rk 4
Ao AT I 5 0] A — AN PUGE T i, SRS TR EUE A 0 8 1, RORAEIZAN AT
MR ADNER S AR . B 4.1 MRS 4T T ] i s

AT 5% PGR8, DQNII, A2C291, PPOR7] U By fo b R0 it A, 2% >] 54
PIEATVEI . ARYE Gym UL RN, RN EVR DA E L 100 IRAT4H, B3
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Y

4.1 CartPole-v0 {14 ¥4k Kl 4.2 Pendulum-vO0 {145 n] ¥4k

JIMERCT B2 G R F55 T 195 Ak TIXAMES . KA1 6 ARSI RS
(KIS R UL 4.10 P, UG EdE KR B-1. KL HABF G, 752 A
Wt rIPERE, JUHOE PG. DQN M A2C 53k, BEMSAET-1 10 A5 A FRIINE [i] Py i 0 1%
7] L o

# 4.10 CartPole-v0 M 25 R, & 4TI ] B kg 5

Y HEE PG DQN A2C PPO
RLlib 1926 +2.29 28.56+4.60 5792+994 4460+ 17.04
Baselines - X X X
PyTorch-DRL * X 31.58 +£11.30 X 23.99 +9.26
SB - 93.47 +58.05 57.56+12.87 34.79 +17.02
rlpyt . . o .

R¥%Z 6.09 + 4.60 6.09 + 0.87 10.59 +2.04 31.82+7.76

e < RORFEREDL; X Fon LA SR 5 AT 55 T2 I A 1000 A 80R 58 A5 5

*; [T PyTorch-DRL 1 JFARSEELE [T VFIN A2, PRI IE 20580 55 45 A 0y YN Rt R I 42 20 IR SE B 1
YRR T AT 1957

#% rlpyt X T 2RI VE S AR Atari (145 I SCF A KU, W52 https://github.com/astooke/rlpyt/issues/135.

4.3.2 EEoE=EIRERELE IR

ESBNE A — RF SRS SIS, B84 55 )¢ OpenAl Gym FA5%
1) Pendulum-v0 {T-55: %455 BER A RE AR B B4, (IR REIRFEE L, 225
I KRN 5 HARRFFTE B, I He i o B R A 38 0 S D PR AS o 1T 45 M
WA — A =4 ), SES A — A i, B [-2,2]. B 4.2 XHEAT
ST T AT R

ZAT 4 E PPOT, DDPGPBH, TD3B6, SACE! PUFf2s i i) o A R 54k, 2
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EEAT YR . A b /N PRI DT VAR AL, REAN R A S 100 IRAT:
&, RMEECE MR K T55T-250 A HMRPZATS . KT 6 A RS
PAT S5 (RPN S5 R a3 4.11 s, JREGEAE W3R B-2. 52 g RRmL, R¥z-F
AR EE T AAAEAS T A R ST

#* 4.11 Pendulum-v0 MIRZ R, 24T I [R] B4 4 70

REEEL AN PPO DDPG TD3 SAC
RLIib  123.62 +44.23 31470+7.92 14990 +7.54 9742 +4.75
Baselines 745.43 + 160.82 X - -
PyTorch-DRL * o 59.05+10.03 57.52+17.71  63.80 +27.37
SB  259.73 +£27.37 27752 +92.67 99.75+21.63 124.85 +79.14
rlpyt 123.57 +£30.76  113.00 + 13.31  132.80 + 21.74

KAz 1618+249  37.26+9.55  44.04+£637  36.02+0.77

e BORFHEAREL X LR LA SR 58 AT 55 T2 I T L 1000 0 8RS 55 5

*: 17T PyTorch-DRL HHOF ARSI L TR PFII R £, PRI 2 T80 56 26 A1 D <IN it RE i 48 20 IR 58 B3l R )
P8P K TR 2507

*%: PyTorch-DRL ") PPO HELEE BB FE A3 AL 55 P Al W e

ks rlpyt JERIZMALIT PPO SHARUEAT A HIACHS, 2820k s il -

4.4 N

ARFEFAHGRET 6 5 BIRATI 5 MIREE SR 5 1 5 HEAT DhRE4E LA g
YEPEIXTLE . I 45 KRR WIS S HAR- - G HILE, HATRERA . SR . QRS ot
AR S PR AR R
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BS5F TR

5.1 =C{5l—: 7£ CartPole-v0 IEFiE1T DQN &%

A SRS R B2 6 MR AR, JFR1E— AR 10 B2 2
Wi ¥ CartPole-v0 S35 1) DQNI & ek
HSEF AR, I H e US4

import gym, torch, numpy as np, torch.nn as nn
from torch.utils.tensorboard import SummaryWriter
import tianshou as ts

DR W N =

task = '"CartPole-v0'

6 |1lr = 1le-3

7 |gamma = 0.9

¢ |n step = 4

9 |eps_train, eps test = 0.1, 0.05
10 |epoch = 10

Il |step per epoch = 1000

12 |collect per step = 10

I3 |target freq = 320

14 |batch size = 64

I5 |train num, test num = 8, 100

16 |buffer size = 20000

|7 |[writer = SummaryWriter ('log/dgn')

G ) AR T M T BE RS AT KA -

# you can also use SubprocVectorEnv

1

2 |train envs = ts.env.VectorEnv ([

3 lambda: gym.make(task) for  in range(train num)])

4 |test envs = ts.env.VectorEnv ([

5 lambda: gym.make (task) for  in range(test num)])
i ] PyTorch JiU A= e LR M 48 4544, I8 AR ES

| |elass Net (nn.Module) :

2 def init (self, state shape, action shape):

3 super (). 1init ()

4 self.model = nn.Sequential (*[

5 nn.Linear (np.prod(state shape), 128),

6 nn.RelLU (inplace=True),

7 nn.Linear (128, 128), nn.RelLU(inplace=True),

8 nn.Linear (128, 128), nn.RelLU(inplace=True),

9 nn.Linear (128, np.prod(action shape))

10 1)
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11
12
13
14
15
16
17
18

19

N NN
W N =

W N =

W

W N =

(U N N

~

[\ (\S]

W N =

def forward(self, s, state=None, info={}):
if not isinstance (s, torch.Tensor):
s = torch.tensor (s, dtype=torch.float)
batch = s.shape[0]
logits = self.model (s.view(batch, -1))
return logits, state

env = gym.make (task)

state shape = env.observation space.shape \
or env.observation space.n
action shape = env.action space.shape or env.action space.n

net = Net (state shape, action shape)
optim = torch.optim.Adam(net.parameters(), lr=1r)

WIGHAL SRS (Policy) AISREE#S (Collector):

policy = ts.policy.DQNPolicy (

net, optim, gamma, n_step,

target update freg=target freq)
train collector = ts.data.Collector(

policy, train envs, ts.data.ReplayBuffer (buffer size))
test collector = ts.data.Collector(policy, test envs)

THha N

result = ts.trainer.offpolicy trainer
policy, train collector, test collector, epoch,
step per epoch, collect per step, test num, batch size,
train fn=lambda e: policy.set eps(eps train),
test fn=lambda e: policy.set eps(eps test),
stop fn=lambda x: x >= env.spec.reward threshold,
writer=writer, task=task)

print (f'Finished training! Use {result["duration"]}"')

RAWEFER, IFHAEKRLY 10 NI, 898

Epoch #1: 88%|#81 880/1000 [00:05<00:00, ..., v/st=17329.91]
Finished training! Use 5.45s

R LK IS¢ B A M AR R A 28 SO b il AT SO 3 AR

torch.save (policy.state dict (), 'dgn.pth')
policy.load state dict(torch.load('dgn.pth'))

AT LLLURERD 35 Mifr iR B B e M 9 AR AL TN 4 2R «

collector = ts.data.Collector(policy, env)
collector.collect (n episode=1, render=1 / 35)
collector.close ()

7 %F TensorBoard " A7iF 1) 45
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0 3N DN W=

[N T O Y U U U
—_— O 0 00 1O\ DN AW — OO

‘ I TensorBoard X | +

€ & C @ localhost:6006f#scalars # @ Q=

TensorBoard SCALARS

[[] Show data download links rew

Ignore outliers in chart scaling 200

Tooltip sorting method: default -

Smoothing

— @ 0.6

0
rao=
Horizontal Axis DEXN

STEP RELATIVE

Runs

WALL

st
Write a regex to filter runs tag: v/st

o 16e+3

TOGGLE ALL RUNS 1.2e+3

log/dqn 800

0 400 800 1.2k 16k 2k [

D=0 D =@

i 5.1 TensorBoard R4 AL I Zid ik 72

400 800 12k 16k 2k

tensorboard --logdir log/dgn

ERANPE 5.1 Fir.
AR, SR AR e A U R SR T A N A PR A IR 2 4, g L
Mo I AIARAS R 7R T el 5 i1k U 25 S s «

# pre-collect 5000 frames with random action before training
policy.set eps (1)
train collector.collect(n_step=5000)

policy.set eps(0.1)
for i1 in range (int(le6)): # total step
collect result = train collector.collect(n_step=10)

# once 1f the collected episodes' mean returns reach
# the threshold, or every 1000 steps, we test it on
# test collector
if collect result['rew'] >= env.spec.reward threshold \
or i % 1000
policy.set eps(0.05)
result = test collector.collect(n episode=100)
if result['rew'] >= env.spec.reward threshold:
# end of training loop
break
else:
# back to training eps
policy.set eps(0.1)
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# train policy with a sampled batch data
losses = policy.learn
train collector.sample (batch size=64))

print ('Finished training! Test mean returns:',
str (result["rew"]))

52 LfI=: EIHZEMERYIIZ

7t POMDP Yy 55t PAEAE i ZARF AR M 5 I 5S35 o EAb g S L, A7
SRULSIZ A — i 1) S MR D FE RN HEAT 7 o 75 S e sh T
HILB AR AN LSTM:

class Recurrent (nn.Module) :
def init (self, state shape, action shape):
super (). 1init ()
self.fcl = nn.Linear (np.prod(state shape), 128)
self.nn = nn.LSTM(input size=128, hidden size=128,
num layers=3, batch first=True)
self.fc2 = nn.Linear (128, np.prod(action shape))

def forward(self, s, state=None, info={}):
if not isinstance (s, torch.Tensor):
s = torch.tensor (s, dtype=torch.float)
# s [bsz, len, dim] (training)
# or [bsz, dim] (evaluation)
if len (s.shape) ==
bsz, dim = s.shape
length =1
else:
bsz, length, dim = s.shape
s self.fcl(s.view([bsz * length, dim]))
s = s.view(bsz, length, -1)
self.nn.flatten parameters ()
if state is None:

s, (h, ¢c) = self.nn(s)

else:

# we store the stack data with [bsz, len, ...]

# but pytorch rnn needs [len, bsz, ...]

s, (h, ¢c) = self.nn(s, (
state['h'].transpose (0, 1) .contiguous(),
state['c'].transpose (0, 1).contiguous()))

s = self.fc2(s[:, -11)
# make sure the 0-dim is batch size: [bsz, len, ...]
return s, {'h': h.transpose (0, 1) .detach(),

'c': c.transpose (0, 1) .detach()}
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env = gym.make (task)
state shape = env.observation space.shape \
or env.observation space.n
action shape = env.action space.shape or env.action space.n
net = Recurrent (state shape, action shape)
optim = torch.optim.Adam(net.parameters (), lr=1r)

policy = ts.policy.DQNPolicy (
net, optim, gamma, n_step,
target update freg=target freq)
train collector = ts.data.Collector(
policy, train envs,
ts.data.ReplayBuffer (buffer size, stack num=4))
test collector = ts.data.Collector(policy, test envs)

W Rrf Y s ) — i R ARRS EA T IR U, S5 R InR -

Epoch #1: 83%|#4| 831/1000 [00:19<00:03, ..., v/st=13832.13]
Finished training! Use 19.63s
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—/NJLE “observation”. “achieved goal” Fl “desired goal”,

FESA] AR R LAk B BEAT B 0K

task = 'FetchReach-v1'
train envs = ts.env.VectorEnv ([

lambda: gym.make(task) for  in range(train num)])
test envs = ts.env.VectorkEnv ([

lambda: gym.make (task) for  in range(test num)])

class Net (nn.Module) :

def init (self, state shape, action shape):
super () . init ()
self.model = nn.Sequential (*[

nn.Linear (np.prod(state shape), 128),
nn.RelLU (inplace=True),

nn.Linear (128, 128), nn.RelLU(inplace=True),
nn.Linear (128, 128), nn.RelLU(inplace=True),
nn.Linear (128, np.prod(action shape))
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def forward(self, s, state=None, info={}):
o0 = s.observation
# s.achieved goal, s.desired goal are also available
if not isinstance (o, torch.Tensor):
o = torch.tensor (o, dtype=torch.float)
batch o.shape[0]
logits = self.model (o.view(batch, -1))
return logits, state

env = gym.make (task)

env.spec.reward threshold = 1el0

state shape = env.observation space.spaces|['observation']
state shape = state shape.shape

action shape = env.action space.shape

net = Net (state shape, action shape)

optim = torch.optim.Adam(net.parameters (), lr=1r)

RN A 5 se ] —— 80 WTRLEReAT . R el DUE Y, A dshris
M2 forward ME s ZHUIAL BRI AT .
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@® GitHub Jii H #hik:  https:/github.com/thu-ml/tianshou/
@ CR4Hihl: httpy/tianshou.readthedocs.io/
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WAL T I PRSI

WHR PR DR @A PERE, BATIPE I A0 2 Z eI S itk 31X
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if mpi.get rank() <= m:
grid = mpi.comm_world.split(@)
else:
eval = mpi.comm_world.split(
mpi.get _rank() % n)

if mpi.get_rank() == @:
grid.scatter(
, root=e) @ray . remote
print(grid.gather(root=0)) def rollout(model):
elif @ < mpi.get rank() <= m:
params = grid.scatter(None, root=0)
eval.bcast( @ray.remote

params), root=e@) def evaluate(params):
results = eval.gather( model = params
result, root=0) results = [rollout.remote(model)
grid.gather(results, root=9) for i in range(n)]
elif mpi.get_rank() > m: return results

model = eval.bcast(None, root=0) param_grid =

result = (model) print(ray.get([evaluate.remote(p)
eval.gather(result, root=0) for p in param_grid]))

(a) 7341 Azl (b) 732 FEH

K A-3 KU SHE R 5o A S s B S 1l , S RBIE 2RI T
TR WAL MPI (2), DN KITIRG S — A BFER, KT iR G/
il MM MEIER] (b), ALAFAT DAORIFANAL, JF HORT AR i R A 45 T it i
M.
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VU2 U 55 4 SR A A 13 M1 2 SRR il A 30UV T 2 by A 42 il 1)
SE M), AB AT AZEZ R P A p A BG40 RLLib AR HIE LS ng A0 4 i Hh 4 ] 4
AR AT H SRR S5 s AT (K] A-4), FATRAESS A5 =R e mrERe.
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RLIib #2441 SEms VAL 25 A1 SEms A0 g, H T SEB I3 A 2SN DAl A S0 Y1l 25

A3.1 REETTEERENX

BEAR A4 RLLD (S A MR A SR 7, ORI o, A1
(HJ3%E) RNN HJEGECIRAS b, WA 2] 3I1E o, F1F 4> RNNCIRES Ay o AEFTH]
FUE SRRy (B, AT, TD 78Dt n] LR ]

71-0(0{, ht) = (ap h’[-}-]a yzla Tt )’f]) (A-l)
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Po(Xp k> X, o s X ) = Xpost (A-2)

BT B AL S U HAReR gL L, A8 FBA RS Bk et SR mss AL A
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L(6; X) = loss (A-3)

i, WP aE vl LAFR e AR R AR A AE I R R R o 2 U H ) 4 B e 2
FCR PN ZRge vt 2t s, SEHT HARRILS, B 2 5 S 42 1l 4

u', e uM(0) = (5, 0,pgae) (A-4)
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abstract class rllib.PolicyGraph:
def act(self, obs, h): action, h, y*
def postprocess(self, batch, b*): batch
def gradients(self, batch): grads
def get weights
def set weights
def u*(self, args*)

A3.2 RERVHEER

J T WAE S B A B H s, RLIDb $24E 7 — /il PolicyEvaluator
M2, 3T — K B EE, JF H3HF sample () SRECILHFEHLRFE K
B HWE VPN 25521 0] AAE 4 Ray actor, FE7EVHELAERE A & 1 DL SZ I FF4T
tho ZENF, TTLRLE RE—A B/ TensorFlow SREERAEE J7vkscil, EF T
rllib.TFPolicyGraph Fitk:

class PolicyGradient (TFPolicyGraph) :
def init (self, obs space, act space):
self.obs, self.advantages = ...
pi = FullyConnectedNetwork (self.obs)

dist = rllib.action dist (act space, pi)
self.act = dist.sample()
self.loss = —-tf.reduce mean

dist.logp(self.act) * self.advantages)
def postprocess(self, batch):
return rllib.compute advantages (batch)

Mz ems e X, H Pl LA 2 AN RIS PP 2R B A ev, JFAEREANRIA L
W ev.sample.remote (), NIEE R HATIEEZ L . RLIib 2 £F OpenAl Gym.
P XSS, WS R REACBE AL AS (Wl ELF):

evaluators = [rllib.PolicyEvaluator.remote (
env=SomeEnv, graph=PolicyGradient) for  in range (10)]
print(ray.get([ev.sample.remote () for ev in evaluators]))

A3.3 RERILILER

RLIib 45 5% 1K S0 oy 5 SR A O 0 s v S 18 AN B SR T 5k (R S e e
PR IY o SRS LA A B 5 0 AT SORAE S 2 RSB Ry B S 2 o X A E D
WAESS . T AT, U AE — 2R PR s R A _Basty .

P ar BLk 6 — AN s oA &, IR 51 LA v as ok @l eS¢
AL 35 A F VP 83 AT W ARAEZ A CPU B IFRATISE R (B Ad(c) . A4

kb
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optimizer.step () #EIET —HEFEAE ST KR . 75 PY I & BOR
FIZ 18], 36 nl DU B A s B ml A, s T Bl I 2R vk il -

optimizer = rllib.AsyncPolicyOptimizer (
graph=PolicyGradient, workers=evaluators)
while True:
optimizer.step ()
print (optimizer.foreach policy (
lambda p: p.get train stats()))

SRS DA #5505 R0 AR BT PR AL 8 9 e B s A 27 ) ek — A LA Y
BRJE N ERAL AR SEOL T step(L(6), X, 0) = 0, RLIb [RISISOUAL RS AE LA T B 2E
B, FEAMG ] G A AL RV A R LA, B, step(G, evy, -, ev,, 0) =
Ooper 15 5 AL 52 3T (KRR B B A 1 2 DL AR 10— 3B 20 CRILAE SR PP il 2% 1 1 1
sample () PR ADB 107 B A o

e RSO ES b R BT LU R AL SRR AT SRS L5 s I A e B0 X
00T, BRASF DL AR Al DAgOF ok, DA HIAS R PR SRR v, AN
FBCE AN ARER /b o SRS I Sd e T R A SRR AC B, AR T e] B
8k Rt o AT AR S S B T FR G AE i, IFAEILAL 23 1 S BLRE U8 AE AN )
(RIR P 27 S M 2R Hh SO AN I

grads = [ev. (ev. ) samples = concat([ev Q) grads = [ev. (ev 0)
foi in evalu ki

ators] or ev in evaluators]) r ev in evaluators] for

grads = [ev. (ev. o)
for ev in evaluators]
_ in range(NUM_ASYNC_GRADS) :
in range(NUM_ASYNC_GRADS): grad, ev, grads = wait(grads)
ad, ev, grads = wait(grads) for ps, g in split(grad, ps_shards):
cal_graph.apply(grad) ps. (g)
ev.

fol
local_gpu_memory (samples) for _
-ange (NUM_SGD_EPOCHS) : gri
.apply(local_g.grad(samples) 1o
roadcast(local_g.weights())

rev
avg_grad = aggregate(grads) pin_in
local_graph.apply(avg_grad) for _
weights = broadcast 1o

local_graph.weights()) weigh
for ev in evaluators:

ev.
: for e evaluators: local_graph.get_weights()) [ps. () for ps in ps_shards])
(weights) ev. (weights) grads.append(ev. v. ) grads.append(ev. (ev. [O)))

(a) & JRLEy (b) A% GPU (c) G (d) 73 v ZHUR S5 A%

K A-4 PUFH RLIb SEmAL A& 20 BRI A0S o BRI FIPEAE s s, AR AR s
PRI R DAt R P B A 21 s AT B rp R (i 5 Ray (RS RESRAT IR, T
5% Ray AR o apply 2 SOFTBCER TS o BEAL A I RE Rt AL PEACATS AN
iR . RLIb IS HURSS as AL AL S T K, AR S T W,

Wl A-4 o, SRR ARG, SO s TR 5 T A AR ) Sk
A2 k. D250, @RMRASZSERSA, YAMEH GPU 5 CPU
(K. RLIib KSR PEALER RO T SIS 55 s 55 (18] A-5(a)) AL
MPI HJSEHL (55 A5 5D AHARITERE . XA IUAL AR AE 2 b P v AR 25 5 e 52
L, DU BEAS SIS AL AR R e B e (8 23 Al v H SRR AT e 4 ORI
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